
Chapter 5

Turing Machines

Turing machines are basically extended versions of pushdown automata. As with
pushdown automata, Turing machines has a central ‘processing’ part which can
be in one of a finite number of states and an infinite tape used for storage.
However, there are a number of important differences between Turing machines
and pushdown automata:

• unlike the pushdown automaton stack, the tape used by a Turing machine
is infinite in both directions;

• Turing machines receive their input written on the tape which they use
for storage;

• Turing machines control the head position to where reading and writing
on the tape is performed;

Definition: A Turing machine is a 7-tuple M = 〈K, Σ, Γ, q0, qY , qN , P 〉, where:

• K is a finite set of states;

• Σ is a finite set of input symbols

• Γ is the finite set of symbols which can appear on the machine tape.
Amongst these is the special blank symbol � and the input symbols Σ;

• q0 ∈ K is the initial state of the machine;

• qY , qN ∈ K are the final states denoting acceptance/rejection of the input;

• P is the ‘program’ of the machine. For every machine state and tape
symbol combination, P tells us what the next state will be, what will be
written on the tape at the current position, and whether the tape head is
to be moved to the right, the left or left where it is.

P : (K \ {qY , qN}) × Σ → K × Σ × {R,L, S}
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We are defining Turing machines as acceptors – machines which answer a yes or
question. Usually Turing machines are presented as transducer machines, which
given an input give an output. In the case of Turing machines, the output would
be the text left on the tape at the end of a computation.
When describing a Turing machine, it is not very helpful just to list the program
P . Thus, we usually use a graph to depict the machine, where every node
represents a state, and directed edges are labelled with a triple (current symbol
on tape, symbol to write on tape, direction in which to move) representing the
program contents. Thus, there is a connecting arrow from state q to q′ labelled
(a, b, δ) if and only if P (q, a) = (q′, b, δ). As usual, we mark the initial state by
an incoming arrow, and final states by two concentric circles labelled by a Y or
N.
Note that we always assume that the Turing machine starts with the head
pointing at the leftmost symbol of the input string which cannot include the
blank symbol �.
Example: Design a Turing machine which returns whether an input ranging
over {a, b}∗ has an even number of as.

State Read Write Next State Move
q0 a a q1 R
q0 b b q0 R
q0 � � qY S
q1 a a q0 R
q1 b b q1 R
q1 � � qN S

Graphically, this can be expressed as:

b,b,R

a,a,R

a,a,R

b,b,R

 , ,R

 , ,R

Y

N

We have thus informally shown what it means for a Turing machine to accept a
string. However, before we can prove anything about them, we need to formalize
this notion.
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To completely describe the state in which a Turing machine is, we need to know
not only the state of the machine, but also what is written on the tape and
where the tape head lies.
Definition: The configuration of a Turing machine, is a 3-tuple (q, i, t), where:

• q ∈ K describes the state of the Turing machine.

• i ∈ Z describes the position of the tape head.

• t ∈ Z → Σ is the tape contents.

Initially, the input is written on the tape and the tape head is placed on the
first symbol of the input.
Definition: The initial configuration of a Turing machine M with input x ∈ T ∗,
written as CM,x

0 (or simply Cx
0 if the Turing machine we are referring to is

obvious): Cx
0

df= (q0, 0, tx), where tx is defined as:

tx(n) df=
{

x!n if 0 ≤ n < �(()x)
� otherwise

Note that s!n denotes the nth symbol in string s. Another notation we will
use is t =n t′ to mean than functions t and t′ agree on all applications, except
possibly for n:

t =n t′ df= ∀i ∈ domt \ {n} · t(i) = t′(i)

Recall that we used automata configurations to define the life cycle of a com-
putation:
Definition: A configuration C = (q, i, t) is said to evolve in one step to C ′ =
(q′, i′, t′) in a Turing machine M = 〈K, Σ, q0, qY , qN , P 〉, written as C �M C ′

(or C � C ′ if we are obviously referring to M), if:

• P (q, t(i)) = (q′, t′(i), S) and i′ = i and t =i t′ or

• P (q, t(i)) = (q′, t′(i), R) and i′ = i + 1 and t =i t′ or

• P (q, t(i)) = (q′, t′(i), L) and i′ = i − 1 and t =i t′.

Definition: A configuration C is said to evolve to C ′ in Turing machine M
(C �∗

M C ′) if either:

• C = C ′ or . . .

• There is a configuration C ′′ such that C �M C ′′ and C ′′ �∗
M C ′.

Definition: A configuration C is said to be a diverging configuration if it leads
to an infinite behaviour sequence:

∞C
df= ∃C0, C1 . . . · C = C0 ∧ ∀iN · Ci � Ci+1
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5.1 Decisions and Semi-Decisions

Definition: A language L is said to be recognised or decided by a Turing
machine M if every string in L leads to qY , while every other string leads to
qN :

• x ∈ L ⇒ ∃i, t · Cx
0 �∗ (qY , i, t)

• x /∈ L ⇒ ∃i, t · Cx
0 �∗ (qN , i, t)

L is said to be recursive if we can devise a Turing machine which recognises it.
We will use LR to refer to the class of all such languages.
Example: The language {anbncn | n ∈ N} is a recursive language.

a,x,R

a,a,R

N

b,x,R

b,b,R

c,x,R
x,x,R

x,x,R

a,a,L

b,b,R

x,x,L
b,b,L

x,x,R

c,c,R

 , ,R

c,c,R

a,a,R
 , ,R

 , ,R

Y
 , ,R

Note that there is an alternative way of interpreting the language accepted by
a Turing machine:
Definition: A language L is said to be semi-recognised or semi-decided by a
Turing machine M , if every string in L leads to qY .

x ∈ L ⇔ ∃i, t · Cx
0 �∗ (qY , i, t)

The rest of the strings may lead to qN , to the Turing machine breaking (ending
up in a configuration with no outgoing transition) or loop forever.
If a Turing machine semi-recognises language L, we say that L is recursively
enumerable. We will use LR to refer to the class of all such languages.
Example: Consider the following function:

f(n) df=
{

n/2 if n is even
3n + 1 otherwise

f is said to reduce a number n to 1 if after some number of applications of f to
n, we end up with 1. For example, 3 is reduced to 1 in 7 steps: 3, 10, 5, 16, 8,
4, 2, 1. Let L be the set of numbers which can be reduced to 1 by f :
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L
df= {1n | ∃i ∈ N · f i(n) = 1}

L can be shown to be recursively enumerable. We would first need to show that
we can design Turing machines to decide whether the number on the tape is
equal to 1. This is easy to do:

1,1,R

 , ,L

 , ,L
N

1,1,L

Y

If the number is not equal to 1, we would need to decide whether the number
is even or odd using a similar Turing machine to the one given in an earlier
example, which recognised strings with an even number of as:

1,1,R

1,1,R

Y

 , ,L

1,1,L

N

 , ,R

 , ,L

1,1,L

 , ,R

Depending on whether the number is even or odd, we need to use a machine
which either divides the number by 2 or multiplies it by 3 and adds 1.
Finally, we just need to join the machines together to get a Turing machine
which semi-recognises inputs which reduce to 1:

Equal to 1?

Even?

3x+1

Divide by 2

Yes

No

No

Yes

At this point in the course, it is still unclear as to whether the class of recursive
and that of recursively enumerable languages are equivalent, and how they are
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related to regular and context-free languages. Let us start with an obvious
comparison:
Proposition: All recursive languages are recursively enumerable: LR ⊆ LE .
Proof: The proof is quite straightforward. Let L ∈ LR. By definition, there
exists a Turing machine such that ∀x ∈ L · ∃i, t · Cx

0 �∗ (qY , i, t) and ∀x /∈
L · ∃i, t · Cx

0 �∗ (qN , i, t).
Therefore we have a Turing machine for which ∀x ∈ L · ∃i, t · Cx

0 �∗ (qY , i, t),
implying that L ∈ LE .

�
We have already shown that there are non-context free languages which are
recursive. The language we have shown to lie in this gap is {aibici | i ∈ N}. We
have shown that this language is not context-free using the pumping lemma,
but that they is recursive by constructing a Turing machine which recognises it.
But Turing machines, as it has already been noted, are just a jazzed up version
of pushdown automata. In fact, given a pushdown automaton, it is possible to
construct a Turing machine which emulates it.
Proposition: Lcfl ⊂ LR.
The next natural question is whether Turing machines can semi-decide any
language at all. In fact it is not the case.
Before we proceed, we will mention a mathematical technique called Gödel num-
bering. Given a sequence of numbers n0, n1, . . .nm, we can encode these as
a single number 2n0 ∗ 3n1 ∗ . . . ∗ pnm

m , where pi is the ith prime number. This
encoding has the property that we can uniquely identify the original number
sequence. In other words, no two number sequences have the same Gödel en-
coding. Take 84, for example. The prime decomposition of 82 is 22 ∗ 31 ∗ 50 ∗ 71

and is thus the encoding of (2, 1, 0, 1).
Theorem: There are languages which are not recursively enumerable.
Proof: Consider a Turing machine M over alphabet Σ. Enumerate the states
q0, . . . qn, and the alphabet symbols s0, . . . sm. Similarly we encode the direc-
tions as d0, d1 and d2. To specify M , we need to encode the program 5-tuples
and the final states.
Each program can be seen as a 5-tuple of the form (qi, aj , qk, al, dm). Using so
called Gödel numbering, this can be represented as a number:

2i3j5k7l11m

Hence, a finite sequence of 5-tuples, can be represented as a finite sequence of
numbers n1, n2, . . . nm. This, in turn can also be encoded as an integer:

2n13n2 . . . pnm
m

where pm is the mth prime number.
Similarly, the final states qy and qn can be encoded as an integer. Thus, the
program and final states of M can be encoded as a positive integer, such that
no two distinct Turing machines map to the same number. Hence we can put
Turing machines in order of their Gödel encoding. Let the ordered machines be
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M1, M2, etc, and the languages semi-decided by these machines to be L1, L2

etc.
We can also list strings over alphabet Σ lexicographically — shortest first, and
in alphabetical order for strings of the same length. Let these strings be names
s1, s2, etc.

Now consider the language L
df= {si | i ∈ N, si /∈ Li}. Clearly L is well-defined.

If L is in LE , then L must be semi-recognised by a Turing machine Mi, and
thus equal to Li.
Now, is si ∈ L? Assume it is. Since L = Li, this implies that si ∈ Li and
therefore, by definition of L, si /∈ L.
On the other hand, assume that si /∈ L. Since L = Li, this implies that si /∈ Li

and therefore, by definition of L, si ∈ L.
Therefore, assuming that L is semi-recognised by a Turing machine leads to a
contradiction, and thus we have identified a language not in LE .

�
The technique used to prove this result can be easily adapted to be applied
to any finitary description of a language. In particular, we can apply it to
phrase structure grammars to prove that not even general grammars are uni-
versal language recognisers. The question naturally arises: are Turing machines
and phrase structure grammars equally expressive?
This leads to the Church-Turing thesis: every effectively computable function is
Turing-computable. According to this, there ought to be no mechanical means
of establishing whether a string is in a language or not. This means, that if
we can use a phrase structure grammar to algorithmically compute whether a
string lies in a language or not, then phrase structure grammars cannot be more
expressive than Turing machines. We will discuss this in more detail later.

5.2 More Turing Machines

Before proceeding any further, we will list a number of variations on the Tur-
ing machine model which do not affect the computing power of the resulting
machines.

5.2.1 Extensions

According to the Church-Turing thesis, no reasonable extension to a Turing
machine should increase its computing power.
Synchronized multi-tape Turing machines: These machines are basically
a Turing machine but with more than one tape under its control. It is called
synchronized, since all tape heads move together. Initially, the input is written
on tape 1 and eventually it is also read off tape 1.
Clearly, the behaviour of any single tape machine can be emulated by such a
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machine. How can we emulate a k-synchoronised-tape machine on a normal
Turing machine?
To prove this formally, we would need to formalise the concept of a k-tape
machine, and its behaviour. This is beyond the scope of the course, and we will
just give an informal account. However, we note that the program of a k-tape
machine would be a function of type: (K \{qY , qN})×Γk → K×Γk×{L,R, S}.
We would need to match what is read on all k tapes, and write to all of them.
However, one direction suffices, since the tape heads move in unison.
Now imagine creating a one tape machine with tape alphabet being: Σ ∪
Γk. Clearly, this alphabet is still finite. Initially, we would scan the input,
and replace every input symbol a with the symbol a,�,�, . . .� and move
the head back to the first symbol. Every old production rule of the form
Pk(q, (a0, . . . , ak−1)) = (q′, (a′

0, . . . , a
′
k−1), δ) can be emulated with a new rule

of the form P1(q, a0, . . . , ak−1 ) = (q′, a′
0, . . . , a

′
k−1 , δ).

What happens if the old machine uses part of the original tape beyond what
was originally covered by the input? The machine would fail since we have no
rules from single symbols (except for the initial rewriting of the input). To solve
this problem, we add a new rule: P1(q, �) = (q′, �, . . . ,� , S).

Multi-tape Turing machines: A multi-tape Turing machine is a Turing ma-
chine which has under its control a (finite) number of infinite tapes. Program
instructions now contain, not just one head movement instruction, but as many
as there are tapes. Initially, the input is placed on tape 1 and all heads start off
in the first position of all tapes. The output is also read off tape 1.
This is very similar to the synchronised head multi-tape machine. In contrast
however, the k tape heads now move independently. The program returns not
just one direction, but k directions — one for each tape. If we use the previous
encoding of k-tapes to one, a problem arises: We do not know where to find
the heads of the tapes. We solve this problem by marking the head position on
each of the tapes — the tape alphabet is now enriched to Σ× (Γ∪Γ)k. Γ is just
an overlined version of each symbol, and on each tape we will ensure that we
have exactly one overlined symbol, denoting where the head on that tape lies.
As before, the new alphabet is finite.
Similar to what we did before, we start by overwriting every input symbol a

with a,�, . . . ,� .

What about transitions? We will make sure that after every transition we will
leave the head on the leftmost position occupied by the old k heads. Now, given
a transition of the form Pk(q, (a0, . . . ak−1)) = (q′, (a′

0, . . . , a
′
k−1), (δ1, . . . δk−1)),

we can replace it with a sequence of transitions which travels to the right and
checks what lies underneath each head, and if it matches the (a0, . . . ak−1) as
desired, it overwrites them with (a′

0, . . . a
′
k−1) and moves the heads as instructed.

Finally, it leaves the head on the leftmost head once again. Moving any head
onto a blank symbol would invoke a new transition breaking the symbol into
the new one representing k blanks, with the head on the right tape.
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Off-line Turing machines: These machines have two tapes: one is read-only
and used to give the input, while the other is read-write.
This is just a restricted version of multi-tape machines, where we always write
on the first tape what we have just read. Since we can emulate multi-tape
machines, we can also emulate off-line Turing machines on a normal Turing
machine.
Is the converse also true? Can any Turing machine be emulated on an off-line
one? Obviously yes, we just need to copy the input onto the read-write tape,
and then proceed by ignoring the read-only tape.
Non-deterministic Turing machines: The program is no longer a function
but a relation. Thus, for a state and tape symbol pair, the machine may have
multiple transtitions going to different states, write different symbols on the
tape, moving in different directions.
In this chapter we will talk exclusively about deterministic Turing machines.
The next chapter is dedicated to comparing the complexity of deterministic and
non-deterministic Turing machines.
A definition is in order here. If, on a given input, a particular Turing machine
can reach both qY and qN due to its non-determinism, what will the result
be? As in the case of non-determinism in finite state automata and pushdown
automata, we take an angelic view of non-determinism. The machine can be
seen to always opt for the path which leads to qY if one exists. If this sounds
too much like magic, an alternative view is that the machine tries all possible
paths and chooses the one leading to qY if it finds one. A non-deterministic
Turing machine with input x can thus either (i) accept the input if there is a
path leading from the initial state to qY or (ii) reject the input if all paths from
the initial state lead to qN or (iii) loop forever. We assume the program to be
total to avoid talking about machines which break (we reach a state and tape
symbol combination for which no program instruction applies).
Formally, a language L is decided by a non-deterministic Turing machine M if
(i) for every string x ∈ L, Cx

0 �∗ qY ; and (ii) for every x /∈ L, we can never
reach qY : Cx

0 ��∗ qY but we always terminate ¬∞Cx
0
.

Semi-decidability is defined just as before: x ∈ L ⇔ Cx
0 �∗ qY .

We will show non-determinism does not increase the computing power of Turing
machines in the next chapter.

5.2.2 Restrictions

The principle of Occam’s Razor says that given the choice between two different
explanations of a phenomenon, one should choose the simpler one. What simple
means is a matter of interpretation, but in science one usually strives to build a
model which requires as few basic truths as possible. In mathematics simplicity
is a mixture of the count of underlying axioms and rules of inference, and a
subjective measure of elegance of a theory. Surprisingly, this principle is very
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effective when describing a new phenomenon. If we apply Occam’s Razor to
Turing’s model of computation we have used, we can try to shave off unnecessary
parts of the model but which do not change the power of the machine.
Forced head movement: The S option to keep the tape head at the same
position may be done away with.
Clearly, our model can simulate such a machine. For such a machine to simulate
a Turing machine which can keep the head in the same position it suffices
to replace every transition of the form P (q, a) = (q′, a′, S) which a pair of
transitions going through a new state σ′

q: P (q, a) = (σ′
q, a

′, L). From a new
state σq, we move right leaving the tape unchanged by adding a new rule for
every a ∈ Γ: P (σq, a) = (q, a, R).
Thus, by doubling the number of states and adding at most |K|∗ |Γ| transitions,
we can emulate a Turing machine with the definition we used.
Semi-infinite tape: This variant has a tape which is only infinite in the right
direction. The input is placed on the extreme left of the tape, where the head
starts off from.
Emulating a two-way infinite tape on a one-way infinite tape is not difficult. We
replace Γ with Γ2. The lower part of the tape can be seen as the left portion
of the two-way infinite tape folded underneath the right part. Furthermore, the
set of states K is replaced by KU ∪KD where the subscript tells us whether the
head is on the lower or the upper part of the tape.
Initially, the machine replaces an input a0a1 . . . an with ∇(a0,�)(a1,�) . . . (an,�)
and goes to state q0U . The ∇ is used to signify that the tape edge has been
reached.
A transition P (q, a) = (q′, a′, S) in the original machine is now replaced by
transitions P ′(qU , (a, b)) = (q′U , (a′, b), S) and P ′(qD, (b, a)) = (q′D, (b, a′), S).
Left and right transitions are slightly more complex. A transition P (q, a) =
(q′, a′, L) in the original machine is replaced by transitions P ′(qU , (a, b)) =
(q′U , (a′, b), L) and P ′(qD, (b, a)) = (q′D, (b, a′), R). Similarly for right movement.
Finally, if we reach the end of the tape, we need to ‘bounce’ back: P ′(qU ,∇) =
(qD,∇, R) and P ′(qD,∇) = (qU ,∇, R).
Binary Turing machine: The tape alphabet is restricted to 0 or 1.
The construction is a simple encoding of the original tape alphabet to a binary
string. Therefore, if the original tape alphabet was {a, b, c}, we can encode
these simply as 00, 01 and 10. Choosing a transition now requires us to scan
two symbols and decoding (internally) the string to the original symbol.

5.3 Limitations of Turing machines

To close this brief overview of Turing machines, we will examine in more detail
what the limitations of Turing machines are.
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5.3.1 Universal Turing Machines

The Church-Turing thesis states that any function computable by a computer
program can also be computed by a Turing machine. The main gap people
usually fail to connect between Turing machines and computers is that whereas
computers can run different programs, a Turing machine has one set of instruc-
tions (P ) which it can execute. To see that there is, in fact, no paradox resulting
from the two execution styles, we may take either of two alternative viewpoints.
A computer also has a small number of instructions hardwired into it which
it executes forever without changing. The underlying circuit which fetches an
instruction from memory and executes it is the underlying automaton program
and the actual machine code instructions are simply the input. This is no
different from a Turing machine.
On the other hand, recall that a Turing machine can be encoded as a single
number, which gives the program instructions and initial and final states. The
encoding/decoding process can be clearly done using a Turing machine. Thus,
we can construct a Turing machine which takes a Turing machine’s instructions
and its input (E(M) ∗ x) as input and emulates it. This is called a Universal
Turing machine.
The existence of such a machine is proof of the computing power possible from
Turing machines. It also raises a number of interesting questions.
Consider a universal Turing machine U with input E(M) ∗ x. Clearly, it ter-
minates and fails (by terminating on qN ) if M terminates and fails with input
x, terminates and succeeds (on state qY ) if M terminates and succeeds when
given input x, and loops forever if M fails to terminate when given input x.
Can we go one step further, and build a super-universal Turing machine which
also terminates with an appropriate output when given input E(M) ∗ x, where
M does not terminate when given input x?
In fact, we cannot construct such a machine. A simpler problem — the Halting
Problem — can be shown to be unsolvable, from which we can then deduce that
super-universal Turing machines cannot be built.

5.3.2 The Halting Problem

Definition: The halting problem is a function defined as follows:

f(E(M) ∗ x) =
{

1, if M terminates with input x
0, otherwise

This function allows us to define the language of halting machines: H = {E(M)∗
x | f(E(M) ∗ x) = 1}.
Note that, if we can build a super-universal Turing machine which decides lan-
guage H, then the halting problem is solvable.
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Theorem: The halting problem is not decidable. Equivalently, H /∈ LR.
Proof: Assume it is decidable by a Turing machine M , which given input
E(T ) ∗ x terminates in qM

Y if T terminates with input x, in qM
N otherwise.

We can clearly modify this Turing machine, to start by copying an input x
leaving x ∗ x on the tape, then performs M , and loops forever if it reaches M ’s
accepting state qM

Y , but terminates if it reaches qM
N . Let us call this new machine

P .
What does P do when given its own encoding E(P ) as input? After the first
part, we end up with E(P ) ∗ E(P ). We now have two cases to consider:

• P terminates with input E(P ): Hence, M terminates in qM
Y and loops

forever. Hence it does not terminate.

• P does not terminate with input E(P ): This time round, the M part of
the machine ends up in state qM

N and then P terminates.

Therefore, the construction of M is impossible.
�

5.3.3 Reduction Techniques

This is but one of the non-Turing decidable languages. Other problems may not
be as easy to prove, so we try to use our knowledge about the halting problem
to show that certain other functions are non-computable. The basic idea is that
if we can show that a Turing machine to solve a problem Π can be used to
solve the halting problem, then so such Turing machine is possible, and Π is not
Turing computable.
A problem (language) Π is said to be reducible to problem (language) Π′ (Π �
Π′) if there is a Turing machine which, when given an encoding I ∈ Π, produces
an encoding I ′ ∈ Π′ such that I ∈ Π ⇔ I ′ ∈ Π′.
Theorem: Let Π � Π′. Then Π′ is decidable implies that Π is decidable, or
equivalently, Π is undecidable implies that Π′ is undecidable.
Example: Consider the decision problem: Does a given Turing machine halt
when given input ε?
If we refer to the halting problem HP and the empty string halting problem as
εHP , we show that HP � εHP . Consider an instance of HP. We are given a
Turing machine M and input x and we have to decide whether M halts with x.
If there is a Turing machine solving εHP then we can give it as input a Turing
machine Mx, which initially writes x on the tape and then starts behaving like
M . Thus, given an instance of HP we are constructing an instance of εHP .
Clearly Mx terminates on empty input if M terminates with input x. Similarly,
if M terminates with input x, then Mx terminates when given empty input.
Hence M ∈ HP if and only if Mx ∈ εHP .
Therefore HP � εHP , and hence εHP is unsolvable.

70



5.4 Back to Language Classes

To conclude the classification of language classes that we have defined in this
course, we need one further theorem.
Theorem: Not all recursively enumerable languages are recursive.
Proof: Consider language H — the halting problem. Clearly H ∈ LE — we
just need to emulate the given machine with the given input. If it terminates,
we terminate on qY . Note that if an input is in H, we will eventually terminate
on qY . If the input is not in H, then we will always loops forever (because
the simulation never terminates). Therefore H ∈ LE . But we have shown that
H /∈ LR.

�

5.5 Back to Grammars

We have proved that the class of recursive languages is larger that the class
of context-free languages, but smaller than the class of recursively enumerable
languages. But how is LE related to the class of languages accepted by gen-
eral phrase structure grammars (for convenience, we will refer to this class of
languages Lpsg)?
Theorem: Languages generated by phrase structure grammars are recursively
enumerable.

Lpsg ⊆ LE

Proof: Consider L ∈ Lpsg. If we can find an algorithmic way of enumerating
the strings in L (which, if you recall, can be enumerated) as 〈w1, , w2 . . .〉,
we can build a Turing machine which produces these strings in sequence, and
compares each produced string with the input. If it matches, it goes to state
qY and terminates, but otherwise it continues producing strings.
If the input x ∈ L, it must be equal to wi, for some i. Hence, the Turing machine
will eventually terminate successfully. However, if x /∈ L, it matches no wi and
will thus never terminate.
But how do we algorithmically enumerate the strings in L? The easiest way
is to list them in shortest derivation first order. Define the sequence of sets of
strings over (Σ ∪ N)∗ (N are the non-terminals)s:

N0
df= {S}

Ni+1
df= {β | ∃α ∈ Ni · α ⇒> β}

Each of these sets is finite (since N0 is a finite set of finite strings, and we have
only a finite number of production rules) and, if x ∈ L(G) then x ∈ Nn for some
value of n. Clearly, there is a simple algorithm to generate the sets Ni. Also, if
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we sort the terminal strings in Ni (say alphabetically), we get an enumeration
for every string in L(G).

�
Theorem: For every recursively enumerable language, there is a grammar
which generates it.

LE ⊆ Lpsg

Proof: Let M be a semi-infinite tape Turing machine which accepts L. We
can modify M such that it never writes a blank symbol on the tape, by adding
a new tape symbol �, replacing all program instructions P (q, a) = (q′,�, δ) by
P (q, a) = (q′, �, δ), and for every program instruction P (q, �) = (q′, a, δ) we add
P (q, �) = (q′, a, δ). In plain language, we make sure that the machine writes
a new symbol rather than blank and upon reading the new blank character, it
will behave just as if it has read a normal blank character. Call this modified
Turing machine M ′. Clearly, the transitions of M ′ are just like those of M
except that the output may be different because of the new blank symbols.
Thus M terminates exactly when M ′ terminates. But M terminates if and only
if its input is in L. Hence M ′ terminates if and only if the input it receives is
in L.
Let M ′ = 〈K, Σ, q0, qY , qN , P 〉. We now construct a grammar G which emulates
the behaviour of M ′, but in reverse. Thus S ⇒>∗ x if and only if M ′ reaches a
final state when receiving input x.
We start off by generating all possible final states of the Turing machine. This
will be represented as a string of the form � αqY β �. � and � are used to
mark the end of the used tape, qY indicates that the machine is in the accepting
state, and the head ends up on the first symbol of string β.
The production rules to generate such strings can be something like the follow-
ing:
{S →� A}
{A → aA | a ∈ Σ ∪ {�}}
{A → qY B}
{B → aB | a ∈ Σ ∪ {�}}
{B →�}

We would now like to be able to simulate the Turing machine’s transitions in
reverse:
{q′a′ → qa | P (q, a) = (q′, a′, S)}
{a′q′ → qa | P (q, a) = (q′, a′, R)}
{q′ba′ → bqa | b ∈ Σ, P (q, a) = (q′, a′, L)}

Finally, when the initial state is reached, we can do away with it, and remove
padding blanks:
{q0 → ε, � � →�, � �→�}
{� a → a | a ∈ Σ}
{a �→ a | a ∈ Σ}

The result is that if, in the grammar α ⇒>∗ β, then the Turing machine would
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be able to make a number of steps to go from the configuration encoded as β
to the one encoded as α. Similarly, the converse holds.

�
Corollary: Lpsg = LE

Summary: If we call the class of context-free languages Lcfl and the class of
regular languages Lrl, we have shown that:

Lrl ⊂ Lcfl ⊂ LR ⊂ LE = Lpsg ⊂ 2Σ∗

5.6 Exercises

1. (Easy) Construct a Turing machine which given an input 1n leaves 13n+1

on the input tape.

2. (Easy) One of the Turing machines given as an example in this chapter
recognised {aibici | i ∈ N}. What are the implications of this regarding
pushdown automata?

3. (Easy) Design a Turing machine which recognises the language generated
by the following regular grammar:

G
df= 〈{a, b, c}, {S, A,B}, P, S〉

P = { S → aA | bB,
A → aA | cB | b
B → bB | cA | a }

4. (Moderate) Design a Turing machine which recognises the language gen-
erated by the following regular grammar:

G
df= 〈{a, b}, {S, A,B}, P, S〉

P = { S → bA | aB,
A → aB | a,
B → bA | b }

5. (Moderate) Design a Turing machine which decides the language generated
by the following regular grammar:

G
df= 〈{a, b, c}, {S, A,B}, P, S〉

P = { S → cA | cB,
A → aB | c,
B → bA | c }
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6. (Moderate) Generalize your solutions to work with general regular gram-
mars.

7. (Easy) How would you show that LR is closed under language comple-
ment?

8. (Moderate) Show that LR is closed under language union.

9. (Difficult) Show that LR is closed under language catenation.

10. (Difficult) Discuss how you would show that LE is closed under set union.

11. (Difficult) Show that LE is not closed under set complement.

Hint: If recursively enumerable languages were closed under set comple-
ment, then semi-decidable languages would all be decidable.

12. Moderate Formalise the definition of a k-tape Turing machine (with an
independent head on each tape). Define (formally) the configuration of
such a machine.

13. Moderate/Difficult A two-stack pushdown automaton is similar to a push-
down automaton, but uses two stacks for secondary memory. As in the
case of a pushdown automaton, the machine chooses a transition based
on its current state, the first symbol on the input and the value on the
top of the stacks. It may then change state and write a string on both
of the stacks. An input is accepted if, starting from the initial state, the
machine can reach a final state with that input.

(a) Formalise the definition of a two-stack pushdown automaton (2PDA).

(b) Define the configuration of a 2PDA.

(c) Formally define the language accepted by a 2PDA.

(d) A 2PDA has the same computation power as a Turing machine. The
two stacks can be seen as the tape to the left of the head and the
the tape to the right. Discuss how, given a Turing machine, we can
construct a 2PDA which behaves identically. Make sure that the
2PDA never reads from an empty stack.
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